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Optimal Distribution Vector Merging

Is Better than Data Mixing for Continual Pre-Training
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One Model Does Not Fit Every Language or Domain

Thus, governments and companies adapt LLMs to

Local Languages: ASEAN languages, Japanese, ...
Domains: coding, ...
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Adapting LLMs is Costly

A widely used method is continual pre-training,

i.e. training LLM on target languages / domains data.

However, Data Mixing is costly because it requires

Multiple trials, to search for the optimal of training datasets D,

Each trial costs ~$10,000 and ~1 week.
e.g., CPT of a 27B model on 10B tokens with 32 H200 GPUs

(a) Data Mix

— —— —
Fix before training.
D

Weeks per attempt.
Continual Pre-Train

\;/:/j\ Suboptimal? Start over!
\j \W—//
from M,

attempt




Motivation

Training Is expensive,
so we do it only once.

Adjust the mixing ratio many times,
each in minutes.



WE PROPOSE OPTIMER

First,

b) Optimal Distribution Vector Merge
Train separate models M, (b) Op 5

From pre-trained model M,,..

Train on one dataset, e.g.

M t
The target, Japanese D;->M; : Vector Extraction
English dataset D, -> M, Search for
Math dataset D;-> M; 4 AR
Minutes per attempt.
PM,, T ) @\' oty
© OptiMer =
Then,
Extract distribution vectors T.
T, =M;— M,y
Final,

Try multiple times
the merge of these vectors 7.

Search for the optimal combination [

through Bayesian optimization using

the Optuna framework. Optuna-kun



Experimental Settings

Model
Gemma 3 27B

Data
1B tokens each: Japanese / English / Chinese / Code / Math

Baselines
DataMix (equal ratio)
Average merging: Task Arithmetic, TIES, DARE

OptiMer
DARE-Linear + Bayesian Optimization with 100 trials

Evaluation
En/Ja/Zh / Math / Code benchmarks (1-shot)

For detailed settings, please check our paper.



OpPTIMER is Efficient

After the first round of training,

Our ratio optimization is much more efficient than data mixing.
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OprTIMER is Effective

English Math Code Japanese Chinese
Combination  Method MMLU ARC-C HellaSwaz TQA GSMSK HE MBPP  JALB CEval V%
Gemma 3 27B PT 31.59 27.30 48.41 54.71 0.83  0.00 0.60 39.04 2741 25.54
Gemma 3 27B IT 51.03 34.90 5591 64.87 1539 244 37.80 54.64 37.96 39.44
Single CPT, merged with IT (a;,=0.6)
CPTg, 73.60 69.80 82.82 46.39 79.98 7195 68.40 43.06 62.56 66.51
CPTj, 72.11 67.06 81.98 55.32 83.78 68.29  68.20 72.50 62.48 70.19
CPTz, 72.85 68.94 81.70 48.84 82.18 7195 67.80 57.98 62.85 68.34
CPTMath 75.07 70.14 82.72 43.57 82.64 5732 68.00 72.79 63.37 68.40
CPTcode 71.86 70.05 81.71 51.16 81.96 64.63 68.40 73.39 62.26 69.49
DataMix,,, —0.¢ (Baseline) 73.17 68.77 81.72 49.57 83.62 50.00 68.80 73.34 61.74 67.86
DataMixXopgiMer ratio (OUrs) 72.72 70.05 82.62 50.06 76.19 67.07 64.80 72.85 61.96 68.70
Ja + Math Task Arithmetic (Ilharco et al., 2023) 75.44 69.88 83.31 41.49 74.45 60.37 1.60 75.11 63.67 60.59
TIES (Yadav et al., 2023) 71.14 65.70 80.03 30.11 69.52 26.22 0.00 72.40 58.84 52.66
DARE-Linear (Yu et al., 2024) 75.02 69.71 83.74 4296 78.17 58.54  65.00 72.37 63.30 67.65
DARE-TIES (Yu et al., 2024) 74.72 68.94 82.75 39.53 73.77 60.98 0.80 74.39 62.33  59.80
OPTIMER (Ours) 73.17 68.34 82.50 55.20 84.46 59.76 70.40 72.53 63.45 69.98
DataMix,,, —0.¢ (Baseline) 71.23 69.20 81.14 43.08 78.62 64.02  65.00 72.38 60.40 67.23
DataMiXoptiMer ratio (OUrS) 72.35 68.60 80.22 51.77 74.00 5549  67.60 74.66 62.26 67.44
Ja + Code Task Arithmetic (Ilharco et al., 2023) 72.33 70.39 82.44 4272 78.17 45.12  60.20 74.04 61.96 65.26
TIES (Yadav et al., 2023) 66.44 66.98 79.69 36.11 70.58 4329  53.60 70.22 54.75 60.18
DARE-Linear (Yu et al., 2024) 72.33 70.31 82.50 42.84 79.08 46.34  60.60 74.07 62.18 65.58
DARE-TIES (Yu et al., 2024) 71.14 69.37 82.00 41.49 76.04 42.68  60.40 73.30 60.25 64.07
OPTIMER (Ours) 71.41 66.89 81.44 54.22 83.47 64.63 70.20 73.06 61.81 69.68
DataMix,,, —0.¢ (Baseline) 73.83 69.03 80.54 37.70 79.61 3232  65.40 72.77 62.18 63.71
DataMixXop(iMer ratio (OUrS) 74.34 67.58 81.80 44.80 81.27 66.46 67.20 74.05 60.48 68.66
Ja+Zh + Math  Task Arithmetic (Ilharco et al., 2023) 75.27 69.97 83.18 38.92 73.54 45.73 0.40 73.17 64.41 5829
TIES (Yadav et al., 2023) 70.13 66.72 79.65 26.68 65.81 14.63 0.20 69.86 60.03 50.41
DARE-Linear (Yu et al., 2024) 74.48 69.28 83.65 38.68 76.42 50.00 62.00 70.92 63.89 65.48
DARE-TIES (Yu et al., 2024) 74.06 69.54 82.59 35.86 70.36 45.12 0.40 72.38 63.60 57.10
OPTIMER (Ours) 72.94 68.60 82.98 51.77 83.93 67.07 70.20 72.65 63.22 70.37




OPTIMER is Flexible

OptiMer quickly adapts an LLM to another domain through re-optimization.
Using the already calculated distribution vectors {Ja, Zh, En, Math},

We can set another goal and only re-optimize the vector merging ratios, in
several hours, without training the whole model again!

English Math Code Japanese Chinese
Objective  \\MILU ARC-C HellaSwag TQA GSMS8K HE MBPP  JALB C-Eval V&
English 7287  69.62 82.02 4774 8249 4451  71.40 69.56  62.93 65.35
Math 70.10  63.05 7916 41.13 8287 488 72.60 68.47 5899 5837
Japanese  73.96  68.86 8273 4639  84.69 6829  69.20 7337  62.85 69.07
Chinese 7193 69.11 8237 3476 7271 1159  1.60 4078 = 63.60 44.29




OPTIMER’S Dynamics

Good ratio combinations are concentrated (large IT, small CPT weights)

-> making grid search impractical
OptiMer quickly approaches this good region, usually converging within 100 trials.
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Pair-wise Cosine Similarity and Norm

Why Mergea bIE? 500 4557 073 11 3076 428.4 432.1 SZi) 380.0 380.6 398.8 416.2
Distribution vectors are 5

I 194.9 1715 I
0
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Continual Pre-Training Dynamics

Vector is almost linear

It suggests that controlling the vector merging ratio implies controlling

the training duration.

Norm keeps increasing
Performance " then \

Principal Component 2 (11.2%)

Distribution Vector Trajectory During CPT
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Applications

We applied OpTIMER to a model for ASEAN languages, SEA-LION-v4-27B-PT,

to further enhance its Japanese capability,

using distribution vectors from: Japanese, Chinese, English, ASEAN langs, Math, Code

Performance on Japanese tasks is improved from 66.34 to 74.40 (+8.1),

while the performance is maintained for ASEAN tasks.
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Take-Home Message

OPTIMER adapts open-sourced LLMs

to Your language and Your domain,
efficiently, effectively, and flexibly.

Thank you for your attention!
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